Basic concepts 

A computer system is a collection of devices (the hardware) controlled by a computer program (the software). But what actually happens inside a computer to cause all these components to work together? How does a program control the hardware? How is data stored in the memory of a computer? Here is provided the answers to these and other questions regarding the fundamental operation of a computer. However, a computer system is in a way like a jigsaw puzzle: the pieces of the puzzle are theoretical concepts embracing mathematics and physics, and, they must be understood and fitted together in a certain way before the whole picture can be seen. So, to begin with, we will identify and describe a number of important ideas to provide a basis for understanding how they fit together to make a computer. 

Binary numbers 

If there is a single concept that can be said to be the basis of the operation of a modern digital computer, then it must be the binary numbering system. Incredible as it might seem, the operation of a computer is based entirely on the numbers 0 and 1. A computer “remembers” only the numbers 0 and 1; a computer does arithmetic using only the numbers 0 and 1; indeed, the notorious logical abilities of a computer rely solely on the numbers 0 and 1. 

So in terms of the operation of a computer what is the significance of all this? The point is that there are many simple ways that only two digits can be represented. For example, opposites such as big and small, positive and negative, up and down, or on and off can all be used. What all of these examples have in common is that they have two different states that can be used to represent the binary digits 0 and 1. In an electronic device such as a computer, the two states most commonly used are 

· the presence of an electrical voltage (above a certain value, such as five volts); this is used to represent binary 1, and 

· the absence (or near absence) of an electrical voltage, which represents binary 0. 

If we can find some means of storing and reading these voltage states using some kind of electronic device, then we have the potential for making computer memory. Of course this device exists: it is constructed from gates which in turn use transistors. When a number of gates are linked together in a certain way they form a device called a flip-flop, which is able to “remember” a binary digit. One type of flip-flop has a single input by which electrical signals are used to set the device to store a logic 1, or reset it to store a logic 0. Once a flip-flop has been set or reset, it stays that way until further signals change it; in other words, it “remembers” a binary digit - it stores a single bit. 
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Here is shown two flip-flops, one set to store a binary 1 and the other reset to store a binary 0. 

PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(a) shows a logic 1 signal applied to the set input in order to set the flip-flop to store a binary 1. 

In PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(b) a logic 0 signal is applied to the reset input to make the device store 0. 
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The memory size of a computer is frequently specified in terms of a number of kilobytes (K or KB) or megabytes(M or MB). A byte is a group of eight flip-flops regarded collectively as a unit of memory. So, rather than storing a single bit (that is, a single 1 or a single 0) in memory, a byte is usually the smallest amount of data that is stored. A kilobyte is approximately one thousand bytes (1024 bytes, actually) and a megabyte is approximately a thousand kilobytes (1024 x 1024 bytes). In order to store a byte of data in memory, the data needs to be presented to the eight flip-flops as a group of eight simultaneous signals: 

PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"Here is shown a set of eight flip-flops organised to represent an eight bit binary number. The left-most unit represents 27, or 128, and the right-most unit represents 20, or 1. The whole eight-bit number therefore represents :

0 x 27 + 1 x 26 + 1 x 25 + 0 x 24 + 0 x 23 + 0 x 22 + 1 x 21 + 0 x 20
= 0     +      64 +     32   + 0        + 0        + 0         + 2        + 0 = 98 

The largest number that we can store in this way, using a single byte of memory is 

1 x 27 + 1 x 26 + 1 x 25 + 1 x 24 + 1 x 23 + 1 x 22 + 1 x 21 + 1 x 20
= 128 + 64      + 32       + 16      + 8        + 4         + 2        + 1 = 255 

However, we can store larger numbers by using several bytes and treat them as a single number. Moreover, by using numeric codes to represent alphabetic characters and other symbols such as punctuation marks, we are able to store text as well as numeric data.

The table below shows part of a commonly used method for storing textual data; it is called the ASCII character set (American Standard Code for Information Interchange). 
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Table Extract from ASCII character set 

	Character 
	ASCII 
	character 
	ASCII 
	character 
	ASCII 
	character 
	ASCII 

	a
	01100001 
	h
	01101000 
	o
	01101111 
	v
	01110110 

	b
	01100010 
	i
	01101001 
	p
	01110000 
	w
	01110111 

	c
	01100011 
	j
	01101010 
	q
	01110001 
	x
	01111000 

	d
	01100100 
	k
	01101011 
	r
	01110010 
	y
	01111001 

	e
	01100101 
	l
	01101100 
	s
	01110011 
	z
	01111010 

	f
	01100110 
	m
	01101101 
	t
	01110100 
	
	

	g
	01100111 
	n
	01101110 
	u
	01110101 
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Each letter in the table has its own unique code. Thus, if the binary code 01100010 shown was being used to store a character rather than a number, it would represent the letter 'b'. 

So now we are able to store numeric data or text, depending on how we choose to regard the memory contents. Yet another possibility is to view the contents of memory as instructions forming a computer program. For example, a certain combination of bits might mean add two numbers; another combination might mean move a number from one part of memory to another, or, transfer the contents of a memory location to an output device such as a printer, or, read the keyboard and store the ASCII code of the key that has just been pressed. In this way it is possible to store instructions to perform a large number of simple tasks, and, we can specify more complex tasks by grouping these simple operations into sequences forming computer programs. 

We now need to consider how a set of instructions stored in the memory can be interpreted and performed one after another by the computer automatically. In other words, how can a computer program be executed? 

We have seen that logic gates can be combined in order to store binary data, and other combinations of gates can be used to perform switching operations to direct data to different parts of a computer system, depending on the a combination of bits in a memory location being used to store a program. Other combinations of gates can be used to perform arithmetic operations, as gates are so important that we will spend some time looking at the characteristics of a number of different types in order to show how they may be applied inside a computer to perform some essential tasks such as executing a stored programme. The following diagram summarises what we have discussed so far regarding computer memory devices. 
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Gates: the building blocks of computers 

Gates are simple electronic devices that respond in a certain way to inputs in the form of electrical signals. These electrical signals represent either a binary 1(called logic 1) when the signal voltage is high or a binary 0 (called logic 0) when the signal voltage is low. The examples of the OR, AND, NOT gates are given next to illustrate the principle. 
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OR gate 

One type of gate called an OR gate works like this: it has two or more inputs and a single output such that if at least one of the inputs is at logic 1 then the output is logic 1, otherwise the output is logic 0. The diagram shows all the possible combinations of two inputs to an OR gate with their corresponding outputs. Thus, when at least one of the pair of inputs is at logic 1, then the output is at logic 1: only when both inputs are zero is the output zero. 

AND gate 
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A gate with different input/output characteristics is the AND gate, as shown abovePRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure". The AND gate only produces an output of 1 when both inputs are 1. So, if at least one input is 0, the output is 0. 

NOT gate 
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A third important type of gate is the NOT gate, sometimes called an inverter. PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"
The above diagram shows that the gate simply inverts the input, so that if the input is 1, the output is 0, and if the input is 0, the output is 1. 

Truth tables 

The diagrams illustrating the operation of the AND, OR and NOT gates described in the previous section can be neatly summarised using truth tables. Truth tables show the output or outputs from a logic circuit for every possible input. For example, the truth table in Table 2 defines the operation of an OR gate with two inputs X and Y. 
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Truth table for OR gate 

	X 
	Y 
	OUTPUT (X+Y) 

	0 
	0 
	0 

	0 
	1 
	1 

	1 
	0 
	1 

	1 
	1 
	1 
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You can see that the Table above matches the inputs and outputs shown for the Or gate abovePRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure" exactly.

The truth table for the AND gate is shown in the following table. 
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Truth table for AND gate 

	X 
	Y 
	OUTPUT (X.Y) 

	0 
	0 
	0 

	0 
	1 
	0 

	1 
	0 
	0 

	1 
	1 
	1 
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You can see that Table above matches the inputs and outputs shown in the AND gatePRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure" exactly.

The truth table for the NOT gate is shown in the following table. 
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Truth table for NOT gate 

	X 
	OUTPUT (X) 

	0 
	1 

	1 
	0 
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You can see that Table above matches the inputs and outputs shown in the NOT gatePRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure" exactly.

Using gates to interpret stored instructions 

We saw earlier that computer instructions can be stored in memory just like any other type of data. How a set of program instructions can be automatically performed in sequence will be explained a little later, but for the moment let us assume that an instruction has been retrieved from memory and is ready to be interpreted and executed. 

Suppose also that the three most significant bits (that is, the three leftmost bits) of the instruction specify what action is to be performed.(Normally there will be more bits than three to specify an action, but the principle about to be explained would still apply). As the pattern of these three bits uniquely identifies the action to be performed, we could use a combination of gates such as that shown below to generate a signal to trigger the computer circuitry which performs the action.
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The outputs from the three flip-flops containing the code for the required operation are fed into a three-input AND gate with the middle input inverted using a NOT gate to make it logic 1. Thus, only if the code in these three bits is 101 will the inputs to the AND gate be all 1’s, producing an output of logic 1 from the AND gate; only then will the appropriate circuitry be triggered to perform the operation. A logic circuit used in this way is called a decoder. The outputs from the three operation code flip-flops will be simultaneously fed into other decoders, each one dealing with a different operation code. As each operation code will have its own unique decoding circuitry, only one decoder will produce a logic 1 output to trigger the required operation. Eight decoders would be required for our simple three-bit instruction code, one each for the codes 000, 001, 010, 011, 100, 101, 110 and 111. 

We have yet to consider how the instructions stored in memory can be executed one after another automatically. This involves the fetch-execute cycle. 

Fetch-execute cycle 

The sequence of events described below is usually termed the fetch-execute cycle, in which each instruction in turn is fetched from memory and then executed until a Halt instruction is encountered. The following diagram summarises the way that a program is automatically executed. 

Every computer contains circuitry to perform a number of distinct tasks. One of these tasks, the overall co-ordination and control of the computer, is performed by the Control Unit. One of its functions is to transfer the contents of memory locations into a special storage location called the Current Instruction Register (CIR) which is like a very small, special-purpose section of memory, but it is located in the Control Unit itself. Another register, called the Program Counter (PC) tells the Control Unit which memory location to copy into the CIR. (Memory locations are numbered and the PC holds a number which represents the next instruction to be fetched.) Once an instruction has been transferred into the CIR, the Control Unit triggers the decoding circuitry as described in the previous section. The PC is incremented to point to the next instruction to be loaded into the CIR, the appropriate operation is then performed, again under the direction of the Control Unit, and the next instruction is transferred into the CIR. This sequence of operations continues until one of the program instructions loaded into the CIR is a Halt instruction, which tells the Control Unit that the program is complete. In other words, once the Control Unit has started to execute the program, the program itself must contain an instruction to terminate the process. 

Notice that the circuitry which is responsible for executing any arithmetic or logic operations required by the current instruction is called the Arithmetic and Logic Unit (ALU). Next will be a  description of what happens inside the ALU by showing how the addition of two 8-bit numbers might be performed using logic gates. 

Using logic gates for binary addition 

This section looks at binary addition, emphasising the role of logic components in performing calculations. The Table summarises the result of adding two binary digits X and Y. 


Operation of a half-adder 

	X 
	Y 
	Carry 
	Sum 

	0 
	0 
	0 
	0 

	0 
	1 
	0 
	1 

	1 
	0 
	0 
	1 

	1 
	1 
	1 
	0 



When we add two single binary digits, we obtain one of the values 00, 01 or 10 as shown in the table. The left digit can be regarded as a carry, though most the time it will be zero. If we regard the 1’s and the 0’s as binary signals, then an electronic unit which adds two binary digits requires two inputs X and Y, and two outputs, Carry and Sum as in:


PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"This device is usually called a Half Adder, but how can gates be used to construct it? To begin with, the table above shows that a single AND gate with two inputs X and Y would produce the column labelled Carry. 


PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"This diagram of the AND gate demonstrates that this is true, so we can easily implement part of the Half Adder (the carry term) by just using one AND gate, as shown in the following diagram


The Sum term of a Half Adder can be produced by the logic circuit shown in the next diagram


To help to understand how it works, look at the next diagram:


 It shows how the circuit uses all four possible combinations of the inputs X and Y. 

PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(a) shows how the X and Y inputs, both at logic 0, are affected as they go through the circuit. As required, the Carry and Sum outputs are both logic 0. 

In PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(b), X is at logic 0 and Y is logic 1; the carry output is still logic 0, but the sum output becomes 1 as required. 

As you would expect, when X is 1 and Y is 0 as in the examplePRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure" (c), the same Sum and Carry outputs occur. 

Finally, in PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(d), when both inputs are at logic 1, the Carry output is 1 and the Sum output is 0. 

When we put the two logic circuits for the Sum and Carry outputs together in the next diagram:

PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"we obtain the complete circuit for a Half Adder. 

However, this circuit is capable of only adding two bits; in binary addition, we need to cope with adding three bits: the bits in the two numbers plus a possible carry from the addition of the two bits to the right. In other words, we really need a Full Adder. 

Fortunately, once we have designed a Half Adder, it is simply a matter of combining two of them in the manner shown 


PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"
in order to have a Full Adder. 

As shown in PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"(a), the two digits to be added are used as the inputs to the first Half Adder. The Sum output of Half Adder 1 and the Carry output from the previous addition are used as the inputs to the second Half Adder. The Sum output from the second Half Adder is the final Sum output from the Full Adder, and the final Carry output is produced by ORing the Carry outputs from both Half Adders. PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"
(b) shows the Full Adder as a unit with three inputs and two outputs as required. 

Now, all that remains is to show how several Full Adders can be combined to enable two binary numbers, each consisting of a number of digits, to be added and the result stored. We will assume for simplicity that the two numbers to be added are a maximum of eight bits long and that they are already stored in two eight-bit registers. The resulting number will be transferred to another eight-bit register. 

The logic circuit is shown here:



PRIVATE


PRIVATE "TYPE=PICT;ALT=Show figure"
Each pair of digits, together with the carry from the previous addition are added by one full adder, the sum digit being transferred to register 3 in the diagram. The carry bit from this addition is transferred to the next full adder to the left. This is called parallel addition because all of the bit pairs are added at the same time, that is, in parallel. 
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